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Abstract
jp is a standalone, commarihe toolusedto extract

change log journal entries from WdowsNTFS/olumes.

From this journal, onean extract: (a) time of change to a
file/directory and (b) change type (eg. deleted, renamed,
size change, etc)jp can operate on #ve volume, an

image of a volume orraextracted change log journalAll
artifacts can be outputted in one dbur parsable formats
for easy inclusion with other forensics artifac{p.runs o
Windows, Linux and Mac ©S



http://www.tzworks.net/
mailto:info@tzworks.net

Table of Contents

R [ 011 oo [ U Tox 1o o PP PP PP P PPPPPPPPPPRTPPP 2
2 Change Log Journal FOrmat/INternals.............ooouuiiiiiiieiiiieec e 2
G T o 1o 1V (o TN 1= PRSPPI 5
3.1  Processiny/olume ShadOwW COPIES.......uuiiiiiiiiiiiiiiieieee e eeeees 6.
3.2 Including old entries from Unallocated CIUSTELS...........cccuviiiiiiiiiiiiiiiiiieereeee e 7
3.3 Including old entries from Volume Shadow Clusters and Slack space..............ccccceeee.n. 7
3.4 Available OUIPUL OPLIONS........ueiiiiieeeiiiiiire et e e e e e e e e e b nreeeeeaanes 7
34.1 LGRSV @ 11 1 o] U | PSR PP UPPTTT 8
3.4.2  Time resolution and Date fOrmat............ccooiiiiiiiiiiiiiic e 9
4 Change Journal REASON COOB........ccccciuiiiiiiiiiiiiiiit e e e e e e e e e e e e e e e e e e e e e e e e e e s e e s e e e e s aaa s e aaaaaanns 9
5 KNOWN ISSUBS ... ..ottt a e e e e e e e e e s e s s s e e rne e 11
6 AVAIIADIE OPIONS......eeieieeei e 11
7 Authentication and the LICENSE File..........cooiiiiiiiiii e 13
7.1  LimitedversusDemoversusFullA y G KS G2 2t QA&...h.dzi.LJdzi........ L.y M4&S NJ
8 REIBIBNCES. ...t 14

Copyright © TZWorks LLC Sep 222018 Pagel



4: 71 OEBAT CA, 1 ¢ * ijo®l Al
50A00 ' OEAA
Copyright ©TZWorks LLC

Webpagehttp://www.tzworks.net/prototype_page.php?proto_id=5
Contact Informationinfo@tzworks.net

1 Introduction

jp is acommand line toothat targets NTF8hange log journalsThe change journal is a component of
NTFS that will, when enabled, record changes made to files. The change journal is locatéiein the
$UsndrnWithin the alternate data stream $J. Each entry is of variable size and its internal structure is
documerted by Microsoft via the reference [1].

The change journal will recordmongst other things: (a) time of the change, (b) affectkddirectory,
and(c) change type (eglelete, rename, size, eicThis metadata isseful tool when looking at a
computerforensically

Microsoft provides tools to look/affect the change journal as well as a published API to
programmatically readfom/write to the change logjp however, doesn't make use of the Windows
API, but does the parsing by traversing the raw struetuil his allowgp to be compiled for use on other
operating systems to parse the change journal as a component in a forensic toolkit.

Currently there are compiled versions for Windows, Linux and Max.0S

2 Change Log JournalFormat/Internals

Just becausene mayhavean NFTS volume does not mean thalange Journalxistson that volume.

In fact, with Windows XP, the Change Journal was not active by default. An application or a user could
enableone, but short of that happening, it would not be presen§tarting arounavith Windows 7, the
change log Journal was active on the system drwdefault. Other volumes, however, do not

necessarily have the change log journal instantiated.

To check whether the NBRvolume you are analyzing hhg type of journal, one can use the buiitt
Microsoft toolfsutil. The functionality we are interested in is th&SNoption. The USHEbbreviation
stands fortUpdate Sequence Numbdd§N Journal In Microsoft documentation, the USN Journal is
also knavn as the Change Journah this document, botltermswill be used interchangeablyVhen
invoking theUSNoption infsutil, the Microsoft utility shows what USN commands are supported (see
below):
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EXM Administrator: Command Prompt

C:Ndump>fsutil usn
———— USN Commands Supported ———-—

createjournal Create a USN journal

delete journal Delete a USN journal

enundata Enumerate USN data

gqueryjournal Query the USN data for a volume
readdata Read the USN data for a file

In this case, we are interested in finding out whethé&langedurnalis present on a volume we wish
to analyze.One does this viafsutil usn queryjournal <vaimeletter> (see below). Ithe volume contains a
USN Journal, then the statistics regaglthe journal are displayed.

-
Administrator: Command Prompt _

C:\dump>fsutil usn queryjournal c:
Usn Journal ID : BxPA1chh5%9a4696a8hbhb
i : BxBBBRNRN279340000

: BxPBBRRRNB27h3al1130
Lowest Ualid Usn : 8x0000800000800000

Ox?ffEfEELE£FFOOBO

2 : BxAABBNNRBE2000B00
Iﬂllocation Delta : BxBBBBBEHNNBH400000

If a USN Journal is not present, the following error message is displayed

Administrator: Command Prompt

C:Ndump>fsutil usn queryjournal v:

Error: The volume change journal is not active.

To find the change journal, one needs to look into thet directory of the volumeainder analysis

Buried within o of the hidden system fileds an alternate data stream containitige change log

journal. Specificallyhe journal data is located dhe [root]\$Extend$UsnJdrnl:$Jwhere the$Jis an
alternate data stream Looking at this location withn NTFS viewdshown belov), one can eaki drill
down to the proper location and analyze the contenté/henexamining the cluster run for thJdata
stream one will seghe beginning clusters are sparse, meaning they are not backed by physical disk
clusters while the later clusters are n@parse (meaning they have physical clusters assigned to them)
For the example belowhere are2,197,312 (or 0x218740) clustehat aresparse and only 8304 (or
0x2070) clusters have data in them.
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@ gena - (Graphical Engine for NTFS Analysis) (examining: ¢ - Read Cnly) =RRE X

File Data Format LUtils Help
6 2l |Data Attrib: %3, sparse clusters ﬂ

SMFT (0} allocated: @x@882la7boood

SMFTMirr (1) -Filnla size: ©xBBB21a779888

' I valid data: 2x28821a779528

SLegFile (2) compressed size: @xBe0882870008

SVolume (3} cluster runs

SAttrDef (4) @xoaaaReee -> @uBe2l373f [sparse]

SBitmap (6) 8x81256bad -> @x8125858+

- @w@lidcdec -> BwBl38c56b

$Boot (7} Bx@ladecdd -> @x@ledechf

SBadClus (3} 8x8188b3a8 -> @x8l1eabdlf

axaleaazce -> BxAleo82ed
@x@affaccd -> BwBBTTa747

A SBadClus:SBad (8)

SSecure (3) e BXPBFFIGIT -> OxBOFFOGAE
.§| $Secure:3505 (9) 8xB@faaddb -> @xB8faadca
SUpCase (10) BxBAFIFCBC > BxBBFIFEh

. Bx8BFIdBed -> BxBBFIAIE3
= Sbxtend (11) BxBBFCSa2s -> Bx@8fcSaay

$Quota (24) BxBBFIEETC -> BxBBFIEEFh
S0bjid (25) Bx@1754F64 -> Bx@1754Fe3
SReparse (26) BXOBFICEOL -> BxBOFICHB3

Bx@BddelBec -> @x@Bdie3ob
+(] SRmMetadata (27)

SUsntrnl (94131) Data Attrib: %Max

Pyl susnimisl (94131) resident data used: @x@82@
&l SllenirmkSMay s
4] e r:m: ntfewalk metadata vnldataJ&JadsJ Shlax adsJ

. J

Le |

The data within theehangejournal is a series of packed entries. Each entry is callé&sia RECORD
structurewhich is definedn the Microsoft Software Development Kit (SDR)is structureis shown
below asdocumented by the SDK

typedef struct {
DWORD RecordLength;
WORD MajorVersion;
WORD Minorversion;
DWORDLONG FileReferenceNumber;
DIWORDLONG ParentFileReferencelumber;
USH Usn;
LARGE_INTEGER TimeStamp;
DWORD Reason;
DWORD SourceInfo;
DWORD SecurityId;
DWORD FileAttributes;
WORD FileNamelLength;
WORD FileNameOffset;
WCHAR FileName[1];

} USN_RECORD, *PUSN_RECORD;

Whilejp extracts all the data from each reahrit outputs the following fields: (&)ileReferenceNumber
(also referred to as MFT entry or inode for the file or directory)P@rentFileReferenceNumbgrhich

is the parent inode)(c) Usnnumber (which translates to the offset within the data streantd
TimeStamgUTC date/time when the record was enterg(l) Reasor(what change occurred to the file
or directorythat caused a journal entry]f) FileAttributesand (9 Filename jp can alsqull data from
the $MFT and other sources to providesleaer picture of where the entry came from in the filesystem
and other timestamps associated with the entry. This will be discussed in later sections.
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3 How to Usejp

For live extradbn and analysis he jp tool requiresone to run withadministratorprivileges without
doing so will restrict on&o only looking apreviouslyextractedchange log journals One can display
the menu options by typing in the executable name withparameters. A screen shot of the menu is
shown below.

(

=@

Administrator: Command Prompt =l —]

jip — full ver: 1.32; Copyright <(c> TZUWorks LLC
\sage:

Jp —image <{dd image> [-offset <{offset’>]

Jp —file <path/file> parse extracted USNJRNL

Jp —-partition <{drv letter> #%* parse USNJRNL on live system

Jp ~vss <{num> »¥#% Uolume Shadow index is the source

Basic options
-csv output is comma separated value format
—xml output in xml format
—hodyfile output in sleuth kit bhody—file format
-csvl2t output in log2timeline format

Additional options
-a
-haselB
-mftfile <5mft file>
=show_dir_path
—pulltimes
—dateformat yyyy/mm/dd
—timeformat hh:mm:ss
—pair_datetime
-no_whitespace
_CSUisepdl"dtDI"

all records. not just those closed
output numbers in baselB® vice hex

use exported $mft file to resolve path
resolve dir path $mft in image or vol
use with —show_dir_path or —-mftfile
"mm/dd/yyyy' is the default
“hh:mm:ss . xxx" is the default

*%% comhine date/time into 1 field for
not available for xml option

use a pipe character for csv separator

Experimental options
—include_unalloc_clusters % jinclude unalloc clusters in rawscan
=include_vss_clusters include USS clusters in rawscan
=include_slack_space include slack space
—show_offset 2 include offset of record in output

From the men above, here are thregprimarydata source options: (a) input from an extradfournal
file, (b) addimage of a volume or disk, and (c) a mounted pantitid a live Windows machinejp can
handle each equally well. The latter two, however, actuadly yield more data Specificallyhy
allowingjp to look across an entire volumit cancrossreferencethe MACB timestamp data from INDX
slack space wheanalyzingleletedentries Secondlyjp can analyze older journal entries that have
been deleted There are 3 sets of options that can find these entries
(see-include_unalloc_clustersinclude_vss_clusters andhclude_slack_spage

All thedata sourceoptions allow one to reconstruct the parent path of the journal entry, using

the -show_dir_pathswitch. Thisis usefulfor identifying where the target filer directorywas from. As a
separate optionjp allows one to explicitly point to a $MFT exported file to teepath reconstruction
(ref: -mftfile <$MFT filed. If jp points to a volume (via thepartition option) or an image (via thémage
option), then the tool will use the associated embedded $MFTdikextractthe necessary metadata,
howeverif an external $MFT is provided via theftfile switch,then the extenal $MFT file willake
precedence.
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The$MFT fileis also useful foextracing standard informatiorMACBtimes thatarerelated to the

journal entry. This can be done via thelltimes option. Normally, this option just pulls the MACB

times from the appropriate SMFEntry. However, if there is "BMFT entry,jp will perform additional
Fylrteaira FyR adGFNI t221Ay3 G GKS atlk Ol aLlk oS
matching entry If it finds a matching entry it wilbgract the MACB timestamps from the slack and
report it in the output agleleted/wisp to indicate it used th@ZWorksvisp engine to extract the

results.

The termwisp refers to another TZWorks tool that targets INDX slack entries. Some functionality of the
wisptool was added tgp and hence the term used in the outpuThewisp engine portion ofp,
however,only worksif it has access to the entire volume when dpits analysis.

3.1 Processing Volume Shadow Copies

For starters, to access Volume Shadow copies, one needs to be running with administrator privileges.
Also,Volume Shadow copies, as is discussed here, only sap@ndows Vista up to Win10 It does
not apply to Windows XP.

There are 2 options available to pointing to the change log journal on a Volume Shadow. The first
option follows the format of the other tools and uses the built in shortcut syntax to access a specified
Volume Shadow copy, viadlovssvkeyword. This internally gets expanded into
WAGLOBALROWevicéHarddiskVolumeShadowCopyhusto access index 1 of the volume shadow
copy, one would prepend the keyword and index, like%sass% 1o the normal path of the hive. For
example, b access a System hive locatedHtarddiskVolumeShadowCopytie following syntax can be
used:

ip -file %vssY%U$EXxtend$UsnIrnl:$J> results.txt

The second option uses the option is much easier and usesdheindex of Volume Shadovgyntax.
Bdow yields the same result as the first one above.

jp -vss 1> results.txt

To determine which indexes are available from the various Volume Shadows, one can use the Windows
built-in utility vssadmin as follows:

vssadmin list shadows

To filtersome of the extraneous detail, type

vssadmin list shadows | find /i "volume"

While the amount of data can be voluminous, the keywords one needs to look for are names that look
like this:

Shadow Copy Volumé\AGLOBALROO®Devica HarddiskVolum&hadowCopy1l
Shadow Copy Volumé\AGLOBALROO®Devica HarddiskVolumeShadowCopy2
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From the above, notice the number after the wdd@rddiskvolumeShadd®opy It is this number that
is passed as an argument to the previous options.

3.2 Including old e ntries from Unallocated Clusters

Starting with version 1.18, if one wants to scan all the unallocated clusters, one can issue the
option: -include_unalloc_clustersin combination with one of these optionsmage, -partition Or -vss

Using theinclude_unalloc_cluster@ption, jp will first scan the normaUsnJrnl:$location and

then proceed to scan all the unallocated clusters for old change log entries. The output will be
annotated with another column titled "unalloc" to specify which chafggentry was found in

the unallocated cluster section and which was not.

Originally we thought this would be more difficult than it was, since the change log journal
doesn't have a magic signature per se. So using some customized fuzzy logic, we added the
option to scan unallocated clusters and pull out old change log journal entries. After some quick
tests, surprisingly, there are a number of entries that are available and can be extracted
successfully. We tried to tune the scanning to minimize fpls&tives at the expense of missing
some valid entries. While this adds a useful option, it should be considered experimental.

For those analysts that would like to verify these entries, one can useithe_offsetoption. This will
instructjp to show thevolume offset of where the entry came from. Then one can manually review and
validate those entries with a hex viewer.

3.3 Including old entries from Volume Shadow Clusters and Slack space

Starting with version 1.24 and 1.25, one the optia@nslude_vss_clusrs and-include_slack _spacwere

added respectively. Both options are carving options, in that they look for USNJRNL signatures as the
precursor to parsing. They can be used together and in conjunction witintiéle unalloc_clusterto
maximize thenumber of USNJRNLSs in a specified volume.

3.4 Available Output Options

There are four output format options available, ranging from: (a) the default CSV output, (b) XML
format, (c) Log2Timeline formand (d) Bodyfile formadlefined bythe Sleuth Kit. Thdefault gption,
at this time,yieldsthe most data per recordnd provides the more verbose dat&pecifically, the
additional timestamp data is only displayed with the default optidine Log2Timeline is geared for
timeline analysis.

When analyzing # change log journal data, one can view only those records that have been closed.
Closed, here, means the journaling entry was completed and recorded successfully. This is the default
2 dzii LJdz( ® L¥ 2yS gl yia G2 -asvich WrhisWibyield K6toNB O2 NRa s> 2
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action.

3.4.1 CSV Output

As stated earlier, the CSV default option yields the most data. These fields are best ddsgi@be
picture of the output. For this example, the datilt option CSV option was usadd by looking at the
column headers, one gets a good idea of the fields that can be extracted from each journal entry

usndate time-UTC  MFT entry seqnum parent MFT segnum usn# attributes filename
10/22/2013 16:29:18.835 0x0000be91 0x0004 0x0000714c 0x0006 Ox4be8148c0 archive; ncSDelete[1].zip
10/22/2013 16:29:18.841 0x0000be91 0x0004 0x0000714c 0x0006 O0x4be814918 archive; ncSDelete[1].zip
10/22/2013 16:29:18.880 0x0000be92 0x0003 0x00000fb0 0x0002 O0x4be814b30 archive SDelete.zip
10/22/2013 16:29:18.882 0x0000be92 0x0003 0x00000fb0 0x0002 O0x4be814bel archive SDelete.zip

10/22/2013 16:29:46.640 0x0000be94 0x0004 0x00000fb0 0x0002 O0x4be817050 dir SDelete file_created
10/22/2013 16:29:46.781 0x0000be95 0x0003 0x0000be94 0x0004 0x4be817150 archive sdelete.exe data_appeng
10/22/2013 16:29:46.781 0x0000be95 0x0003 0x0000be94 0x0004 O0x4be817200 archive sdelete.exe basic_info 4
10/22/2013 16:29:46.900 0x0000be95 0x0003 O0x0000be94 0x0004 O0x4be817308 archive  sdelete.exe ads _data 3

10/22/2013 16:29:46.912 0x0000be96 0x0003 0x0000be94 0x0004 archi Eula.txt

D LD )

When using path reconstruction and addingy¢is to the outputthe data can make a long recordor
this example we display the same entries as the above examplephake it up into two screenshots.
The first images the same as the one above, ahé second imagébelow)is the extra datahat shows
the path reconstruction and timestamps, if they were available

To make the example more interestingewargeted a journal record that was deleted gpdvas able to
extractinformation about the deleted entrfrom the slacldata of the parent 8 N5 O (NDXEBcOrd.
Thewisprecovered entry is highlighted in the figure.

MFT statu mdate time-UT(ad@iTi cdate time-UT Path

del/entry [root]\Users\Donald\AppData\Local\Pal

del/entry [root]\Users\Donald\AppData\Local\Pa

del/wisp | 10/22/2013 16:29:18. 2 10/22/2013 16:29:18 [root]\Users\Donald\Downloads\
10/22/2013 16:29:18. 8. 10/22/2013 16:29:18 [root]\Users\Donald\Downloads\

[rontl1il "Q“\FOI"Ia'd\DOWNOGdS'\
del/parent Using wisp engine to pull time stats from slack INDX {deleted entry) [fjle no longer ref'd in $M
del/parent parent dir and file no longer ref'd in SM
del/parent narant dir and fila na lanaar raf'd in

del/parent Path/extra timestamp output only with Full version

-

During any path reconstruction, where there are deleted entries@ddnode numbers have been
recycled into new directories and/or files, there exists the issuganfllingfalse positives. Thefere,
starting with version 1.09p looks atboth the inode ard sequence number to determinettiere isa

match (for both the parent and target entry)To try to make it clearer to the analyst, the following data
is annotatedusing the nomenclature in the table below to each entry.
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Name Meaning

valid Journal entry found in SMFT

del/entry Journal entry not present in $MFT, but parent entry was

del/parent W2 dzNYy I SYyaNEBQa LI NByid y2d LINBaSyid A

del/wisp Journal entry not present in $MFT, but parent entry was and wisp engine was ablg
extract a matching Journal entry inode/sequence number pair.

3.4.2 Time resolution and Date format

Another feature is the ability to change the dated/or timeformat to confam to whatever standard
that is desiredwith a few restrictions The time format allows one to show as much (or as little)
precision that theWindowsnative FILETIM&lows which is documented thave a resolution of 100
nanoseconds

Since the FILEME format allows for 100 nanosecond resolution, @aadisplaythis resolution if

desired The-timeformat field allows one to throttle this by justaddingmox@ & G2 (GKS Sy R 27F
template argumen{hh:mm:ss.xXx This becomes more important when yaant to determine the

order of events when they argosely aligned in time, as is the change journal entries.

Also shown in the example, is theateformat was used to radify the defaultmm/dd/yyyyformat to a
dd/mm/yy format.

A B F [ I J K L

1 |jp- limited ver: 1.03; Copyri e ——

2 cmdline: jp64 -partition c -csj-dateformat dd/mm/yy -timeformat hh:mm:ss.xxxxxxxxxfshow_dir_path

3 |runtime: 07/04/13 19:55:13. m

a4

5 | date time-utc filename type change parent path
9086 07/02/13 13:49:37.095041400 Vvoltmp.log file_new_name; file_closed [root]\Users\tzlabs\AppDa
9087§ 07/02/13 13:49:37.099041600 ] VO1l.log data_overwritten; file_closed [root]\Users\tzlabs\AppDa
9087§ 07/02/13 13:49:37.099041600 § V010026E.log file_new_name; file_closed [root]\Users\tzlabs\AppDat
9087) 07/02/13 13:49:37.099041600 ] VO01tmp.log data_overwritten; file_closed [root]\Users\tzlabs\AppDat,
9087} 07/02/13 13:49:37.100041700 ] VOl.log file_new_name; file_closed [root]\Users\tzlabs\AppD
90878 07/02/13 13:49:37.125043100 § DQQM73INLYAYXVQLKBT9.temp data_appended; file_created; file [root]\Users\tzlabs\AppDa
90878 07/02/13 13:49:37.125043100 )] 28c8b86deab549al.customDestinz file_created; file_closed [root]\Users\tzlabs\AppDa
9087§ 07/02/13 13:49:37.126043200 | 28c8b86deab549al.customDestin: file_deleted; file_closed [root]\Users\tzlabs\App
9087f 07/02/13 13:49:37.126043200 | 28c8b86deab549al.customDestinz file_new_name; file_closed [root]\Users\tzlabs\AppDa
9087§ 07/02/13 13:49:37.126043200 | 28c8b86deab549al.customDestin: access_changed; file_new_name; [root]\Users\tzlabs\AppDat
9087) 07/02/13 13:49:37.126043200 | 28c8b86deab549al.customDestin: file_deleted; file_closed [root]\Users\tzlabs\AppDat;

- A ; QRF EXF_9() ; ata 00 ansealatial (afer SUVAY " i

4 Change Journal ReasonCode

When looking at theype of changdor reason codgthat caused the journal entrghere are 21
possibilities. Each possibility is enumerated below along with how it is mapged to
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